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Abstract - This study investigates Multivariate
Adaptive Regression Splines (MARS) for predicting
hourly  photovoltaic  power output, comparing
performance against Long Short-Term Memory (LSTM)
networks. Using three years of data from a 156 kW
installation in southeastern Serbia, MARS achieved
superior accuracy across mean absolute error, root mean
square error, and coefficient of determination. LSTM
excelled during stable clear-sky conditions with smooth
temporal patterns, while MARS handled rapid weather
transitions better through piecewise linear basis functions.
MARS automatically identified predictive value in snow
depth, precipitable water, and relative humidity—
variables excluded from LSTM due to weak linear
correlation. These findings demonstrate MARS as an
effective, interpretable alternative for solar forecasting
involving threshold effects and conditional dependencies.
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1. INTRODUCTION

Accurate prediction of photovoltaic power
generation has become increasingly important as solar
energy penetration grows in electrical grids worldwide
[1]. Short-term forecasting enables system operators to
optimize real-time dispatch, manage regulation reserves,
and maintain grid stability with high renewable
penetration. The inherent variability of solar irradiance
due to atmospheric conditions makes accurate
forecasting challenging, particularly during transitional
weather patterns where power output can change rapidly
within short time intervals [2].

Neural networks have emerged as a dominant
approach for solar power forecasting due to their ability
to model complex nonlinear relationships between
meteorological variables and power generation [3].
Long Short-Term Memory (LSTM) networks,
specifically designed to capture temporal dependencies
in sequential data, have demonstrated strong
performance for time series prediction tasks including
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renewable energy forecasting [4]. The recurrent
architecture enables LSTM to learn patterns across
multiple time steps, making it particularly effective for
capturing diurnal cycles and smooth temporal evolution
characteristic of solar generation under stable
atmospheric conditions [5].

However, practical implementation of LSTM models
requires careful feature engineering to prevent
overfitting and ensure computational tractability. Pre-
screening input variables based on Pearson or Spearman
correlation coefficients has become a widely adopted
practice in solar forecasting research, with numerous
studies employing correlation thresholds to retain only
strongly associated features [6]. While computationally
efficient and demonstrably effective in many
applications, correlation-based feature selection operates
under the assumption that predictors either contribute
uniformly across all conditions or not at all. For solar
forecasting, where physical processes exhibit threshold
effects and regime-dependent behavior, this assumption
may inadvertently exclude variables with conditional or
interaction effects.

In our previous work [7], we developed an LSTM-
based model for 1-hour ahead photovoltaic power
prediction. Features that turned out to be the most useful
were the global horizontal irradaince (GHI), air
temperature and the angular position of the Sun (zenith
and azimuth angles). While this approach yielded strong
aggregate performance, the correlation-based screening
excluded several meteorological variables that could
reasonably affect generation under specific conditions.
These observations motivated investigating alternative
modeling approaches that could perform variable
selection without requiring manual correlation-based
filtering and handle potential threshold effects in solar-
weather relationships more effectively.

Multivariate Adaptive Regression Splines (MARS)
emerged as a natural candidate for this investigation.
MARS approximates nonlinear relationships through
piecewise linear basis functions that explicitly represent
threshold effects, potentially improving accuracy during
weather regime changes. Additionally, MARS evaluates
variables contextually during model construction,
automatically  determining relevance based on
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contribution to out-of-sample performance rather than
marginal correlation coefficients.

This paper extends our previous LSTM investigation
by evaluating whether MARS addresses the identified
limitations for the same forecasting task. Specifically,
we pursue three objectives: (1) assess whether MARS’s
automatic feature selection identifies predictive value in
variables our correlation-based approach excluded from
LSTM, (2) compare the accuracy of both models under
varying weather conditions, and (3) determine if
MARS’s interpretable basis functions provide
operational advantages over LSTM’s distributed
representations for solar forecasting applications. By
using identical data, performance metrics, and
evaluation procedures, we provide direct assessment of
the modeling approaches and their complementary
strengths.

II.  MULTIVARIATE ADAPTIVE REGRESSION SPLINES

A. Theoretical Foundation

Multivariate Adaptive Regression Splines constructs
nonlinear regression models as weighted sums of
piecewise linear basis functions. Unlike global
polynomial regression that fits a single function across
the entire domain, MARS partitions the input space into
regions and fits separate linear segments within each
region. This local modeling approach enables flexible
approximation of complex relationships  while
maintaining computational efficiency and model
interpretability [8]. The MARS model takes the general
form:

M
9= Fo+ Y i Bu(X)

where y represents the predicted output, 5, is the
intercept term, f3,, are coefficients estimated through
least squares regression, and B,,(x) denote basis
functions constructed from one or more input variables
X1, X, ..., Xy. Each basis function implements either a
hinge function of a single variable or a product of
multiple hinge functions representing interactions. The
fundamental hinge function takes the form:

h(x —t) = max(0,x —t)

which equals zero when x < t and increases linearly
for x > ¢, creating a “knot” at threshold value t. MARS
employs reflected pairs of hinge functions max(0,x —
t) and max(0,t —x) to enable piecewise linear
approximation in both directions from each knot.
Higher-order basis functions represent interactions
through products of hinge functions involving different
variables.

B. Model construction process

Having established the types of basis functions
MARS can construct, we now examine how the

algorithm builds models by balancing complexity
against accuracy through a two-phase process. The
model construction operates through forward selection
followed by backward deletion.

Forward Selection Phase - The forward pass builds
the model by successively adding basis functions
through greedy recursive partitioning. Initially, MARS
sets the intercept term to the mean of all response
values. In subsequent iterations, MARS considers all
possible basis function pairs that could be added to the
model. From each predictor variable x; and each
observed value t of that predictor, MARS generates
candidate pairs of hinge functions with t as a threshold
value and estimates their coefficients using least squares
regression . When assessing candidate pairs, the residual
sum of squares (RSS) of the model is computed
including all previously added basis functions. The
candidate pair yielding the greatest RSS reduction is
permanently added to the model.

In addition to wunivariate hinge functions, the
algorithm also evaluates interaction terms by assessing
RSS improvement after adding products of two or more
hinge functions. The forward selection process
continues until a stopping criterion is met—typically
when the model reaches a specified maximum number
of terms or when the marginal RSS reduction falls
below a threshold . If unconstrained, the forward pass
will intentionally create a large model that captures
genuine signal but also noise and spurious patterns
specific to the training data.

Backward Deletion Phase and GCV - The backward
pass addresses overfitting by pruning basis functions
that do not substantively contribute to generalization
performance. To prevent retaining noise-fitting terms,
MARS cannot rely on training error alone, as it would
favor keeping all basis functions. Instead, the algorithm
employs Generalized Cross-Validation (GCV), which
estimates out-of-sample performance without requiring
separate validation data [8]. GCV is computed using the
formula:

N~t ZIiV=1[Yi -9
[1 - C(M)/N]?

where the numerator represents mean squared error
on the training data, n is the number of observations, and
C(M) is a complexity penalty that increases with the
number of basis functions currently in the model. The
complexity penalty is defined as:

C(M) = trace(B(BTB)™'BT)+d-M

where B is the matrix of basis functions, M is the
number of basis functions, and d is a so-called
,,smoothing parameter* which accounts for the effect of
number of knots in the penalty. Backward deletion
proceeds sequentially: at each step, the algorithm
removes the single basis function whose deletion
produces the smallest increase in GCV, then re-

GCV(M) =
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computes GCV for the reduced model. The process
terminates when the next deletion would cause GCV to
rise above the current minimum, indicating all
remaining terms contribute meaningfully to prediction
accuracy. The final model represents the optimal
balance between fitting the training data and avoiding
overfitting that would degrade performance on new
observations.

This forward-backward process is particularly
relevant for feature selection because it performs
variable selection implicitly during model construction.
If a predictor variable never appears in any basis
function surviving backward deletion, it has been
excluded from the model entirely—deemed irrelevant
for prediction after accounting for other variables.
Conversely, variables appearing in multiple retained
basis functions or high-order interactions have been
identified as particularly important [9].

C. Advantages for Solar Power Prediction

Three MARS characteristics prove particularly
valuable when the feature selection challenge described
earlier arises in practice. First, automatic threshold
detection  addresses  regime-dependent  physical
processes common in energy systems. Fig. 1 shows one
such case for the dependence of power generated during
clear sky on global horizontal irradiance (GHI) and air
temperature seen in our training dataset. We can observe
that the data points follow two different curves and that
these two variables alone are not enough to decide on
the value of output power. More underlying effects must
be considered, such as the photovoltaic cell efficiency
response to temperatures above versus below optimal
operating points, with distinct relationships in each
regime [10]. Cloud optical depth affects atmospheric
transmission nonlinearly: the transition from clear to
partly-cloudy conditions produces disproportionately
large irradiance reductions compared to changes within
already-cloudy states, creating sharp breakpoints in the
irradiance-cloud relationship [11]. Snow accumulation
generates discrete states where panels are either
obstructed or clear, fundamentally altering how other
meteorological variables influence power output [12].
MARS identifies such thresholds by evaluating
candidate knots during forward selection, retaining those
that improve fit [8].
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Fig. 1. Scatterplot of aggregated power vs. GHI and air temperature

Second, automatic variable selection addresses the
core feature engineering problem. The necessity for
feature engineering in our case can be observed on
Variables with negligible marginal correlation can
contribute  substantially = through conditional or
interactive effects [8]. Consider snow depth: averaged
across all seasons, correlation with power output appears
weak because snow rarely occurs, creating
predominantly zero values. Yet during winter events
when snow does accumulate, it strongly predicts
generation reductions through panel obstruction and
altered albedo. Correlation analysis has missed this
conditional importance, which lead to exclusion of
related variables during pre-screening. MARS avoids
this failure mode by evaluating variables contextually:
snow depth can enter through interaction terms like
max(0, temperature+2) - max(5 — snow depth), which
activates only when temperature is lower than -2 °C and
a snow cover of 5cm is present. The backward pass then
determines whether such conditional effects justify
complexity costs.

Third, MARS is characterized by its interpretability,
which further enables verification against physical
understanding. Each basis function explicitly shows
involved variables, activation thresholds, and influence
through coefficients [13]. This transparency facilitates
debugging, identifies spurious patterns indicating
overfitting or data issues, and enables efficient
operational implementation through straightforward
formula evaluation rather than complex tensor
operations encountered in neural networks [14].
Computational efficiency further aids frequent model
updates and uncertainty quantification via ensemble
generation, as MARS training involves optimized least
squares solutions rather than iterative gradient descent
over high-dimensional neural network parameter spaces

[6], [15].
III.  DATA PREPARATION AND MODEL TRAINING

We used meteorological estimates from the Solcast
database [16] and measured output from a 156 kW
installation in southeastern Serbia (December 2021-
November 2024), identical to our prior LSTM study.
Five-minute measurements were aggregated hourly to
reduce noise. Following the LSTM study, we applied
70-30 chronological train-test splitting. The MARS
algorithm implementation we used provides a set of
hyperparameters, some of which we selected for tuning:

Maximum Interaction Degree - This parameter limits
the complexity of basis function interactions. Degree 1
restricts the model to additive effects where each
variable contributes independently. Degree 2 allows
pairwise interactions as the product of two basis
functions. This captures conditional relationships where
one variable's effect depends on another's value. Higher
degrees permit increasingly complex multivariate
interactions but risk overfitting with limited data.
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Maximum Basis Functions - This parameter controls
the size of the model produced by the forward pass
before pruning. Larger values allow MARS to explore
more complex functional forms and potentially discover
subtle patterns, but increase computational cost and risk
overfitting if the backward pass fails to adequately prune
spurious terms.

Minspan alpha - This parameter enforces minimum
spacing between knots as a fraction of the training
sample size. For example, minspan_alpha = 0.12
requires at least 12% of training observations between
adjacent knots. This prevents overfitting to local noise
by ensuring each piecewise segment is supported by
sufficient data. Higher values produce smoother models
with fewer knots but may miss genuine sharp
transitions. Lower values permit finer partitioning but
risk capturing spurious patterns.

Hyperparameter tuning was done through grid
search on the set of values presented in Table I.

TABLE L. SETS OF MARS HYPERPARAMETER VALUES
Hyperparameter Values
Maximum interaction degree 1,2,3,4
Maximum basis functions 10, 20, 30, 100
Minspan_alpha 0,0.12,0.25,0.5

IV. RESULTS AND DISCUSSION

A. Model Performance and Hyperparameter Selection

Through systematic  grid
configurations, the following
hyperparameters were determined:

across 48
MARS

search
optimal

e  maximum degree of 3,
e  maximum of 20 basis functions,
e minspan_alpha of 0.5

The predictive performance of MARS with optimal
hyperparameters and the lowest-MAE LSTM model
from previous research [7] was compared using mean
absolute error (MAE), root mean square error (RMSE),
and the coefficient of determination (R?). These metrics
are shown in Table II.

TABLE II. METRIC COMPARISON BETWEEN MARS AND LSTM
Model MAE [kW] RMSE [kW] R’
LSTM 80.08 126.79 0.932
MARS 67.38 108.95 0.959

Overall, MARS outperformed LSTM across all
metrics: lower MAE and RMSE indicated reduced
errors and better extreme deviation handling, while
higher R? confirmed stronger fit explaining more output
variance. In this case, automatic feature selection proved
more effective than manual engineering.

However, deeper analysis of test-set predictions
revealed that models have complementary strengths
even though overall error metrics differ in favor of
MARS. LSTM excelled during stable clear-sky periods,
where radiation follows smooth diurnal patterns without
abrupt fluctuations, which is expected for sequential
processing models that leverage temporal dependencies
effectively [12]. For similar weather conditions, MARS
predictions were more optimistic, creating overshoots at
moments of peak irradiance, as illustrated in Fig. 2. On
the other hand, MARS handled rapid cloud cover
increases better, when sudden irradiance reductions
cause sharp power drops. In such cases, LSTM
predictions exhibit a slight inertia with respect to the
prior values of GHI.

Fig. 3 shows a comparison of predictions of the LSTM
model and MARS for several days with intermittent
clouds. Piecewise basis functions might be the reason
that MARS was able to naturally represent sharp
weather transitions that smooth neural network functions
struggle to capture.

B. Variable Selection

Table III lists the functions derived from the data by
MARS after training. Out of 26 variables, 6 of them
have been added to the model in 8 combinations of
linear, hinge functions and interactions, along with the
intercept term. The selected variables are:

e  Global horizontal irradiance — GHI [W/m?]
e Direct normal irradiance - DNI [W/m?]
e  Snow depth — SD [cm]
e  Rooftop snow soiling — SSR [cm]
e  Precipitable water — PW [kg/ m?]
e Relative humidity — RH [%]
TABLE III. RESULTING BASIS FUNCTIONS
Function Pm Pruned
Intercept term -163.878 No
GHI 1.34922 No
SSR - GHI -0.00835 No
h(DNI — 976) 6.58228 No
h(976 — DNI) 0.16139 No
h(SD —22.1) - GHI None Yes
h(22.1 — SD) - GHI 0.04035 No
PW - h(22.1 — SD) - GHI -0.00034 No
SD - h(22.1 — SD) - GHI -0.00667 No
RH - GHI -0.00277 No

The resulting basis functions have confirmed some
of the important expectations. A purely linear basis
function involving GHI was included due to its high
correlation with output power. Model has successfully
captured the effect of snow by involving an interaction
between GHI and rooftop snow soiling with a negative
coefficient. Along with that, three basis functions
involving interactions between GHI, snow depth and
precipitable water were shown to have an impact,
despite being excluded from the previous work.
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Fig. 2. Model predictions for three days with clear sky conditions. LSTM predictions follow the realized power curves more closely.
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Fig. 3. Model predictions for three days with intermittent clouds. MARS predictions follow the realized power curves more closely.

V. CONCLUSION

This study demonstrated that MARS achieved
superior aggregate predictive accuracy for solar power
forecasting compared to LSTM, particularly excelling at
handling rapid weather transitions through its piecewise
approximation framework. The automatic feature
selection capability successfully identified predictive
value in variables excluded from LSTM due to weak
linear correlation, illustrating the benefits of data-driven
selection over manual correlation-based filtering [17].
These findings highlight the importance of matching
model architecture to problem characteristics, with
MARS providing a principled approach for tasks
involving  threshold  effects and  conditional
dependencies [5].

To leverage the strengths which both models showed
under different weather conditions, future work should
explore a hybrid MARS-LSTM approach via ensemble
methods or regime-switching frameworks. MARS
model itself could possibly be improved by using

polynomial splines instead of linear hinge functions for
smoother approximations of gradual transitions [18]. An
alternative could be tree-based ensembles (random
forests, XGBoost) which share MARS’s recursive
partitioning and automatic selection but differ in space
partitioning mechanisms [19]. Comparative evaluation
could identify which strategy—MARS’s continuous
knots, random forests’ discrete splits, or XGBoost’s
gradient-optimized splits—performs best across weather
conditions.
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